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Abstract—Deep Neural Networks (DNNs) have transformed the
field of artificial intelligence and achieved extraordinary success
in many areas. The training of DNNs is commonly compute and
memory-intensive, which has resulted in several optimizations
in the training phase. Among them, reduced precision is a
typical and widely used technique to accelerate DNN training
and reduce memory requirements. However, applying a widely
adopted reduced precision format such as Float16 to all involved
operations in DNN training is not optimal as the use of Float16 in
some operations can hurt model accuracy. Meanwhile, additional
optimizations including loss scaling and autocast techniques can
mitigate the accuracy loss but lead to inherent overhead and
inadequate use of reduced precision. In this work, we leverage
another reduced precision format, BFloat16, and introduce a
throughput-oriented and accuracy-aware approach to maximize
the performance potential of DNN training. Since the high
throughput provided by BFloat16 format is accompanied by
low precision of the floating-point representation, this approach
achieves high throughput by using BFloat16 on all DNN op-
erations and avoids the accuracy loss through a customized
accuracy-aware normalization. Results show that our approach
outperforms the state-of-the-art mixed precision training by 1.21x
on an NVIDIA A100 GPU.

Index Terms—BFloat16, Mixed Precision Training, DNN train-
ing, Normalization

I. INTRODUCTION

Recent advancements in Artificial Intelligence (AI) fueled
by the resurgence of Deep Neural Networks (DNN) have
a spectacular success in widespread fields, including image
recognition [1], molecular dynamics [2], textual analysis [3],
cancer detection [4], autonomous vehicle systems [5], and
so on. And the increasingly complex DNN models require
tremendous growth in compute and memory capability of
training systems. As a result, there has been broad interest in
leveraging reduced precision formats to reduce the required
compute and memory resources [6], [7]. With the reduced
precision formats, the corresponding training algorithm of-
fers significant computational speedup by performing DNN
operations in half-precision format, while storing minimal
information in single-precision to retain as much information
as possible in critical parts of the network. We call this training
algorithm with both single-precision and half-precision format
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as the mixed precision training. A large number of studies [6],
[7] have shown that mixed precision training could achieve all
these benefits while ensuring that no task-specific accuracy is
lost compared to full single-precision training.

As a typical and widely used half precision data format,
Float16 data type is a 16 bit floating point representation
according to the IEEE-754 standard, and its dynamic range
can go from 65504 (highest) to 2e−14 (lowest). Thus, a
master copy of the weights in single-precision is preserved
for the update operation to avoid the overflow due to the
insufficient range of Float16. An additional operation called
loss scaling [6] was introduced to avoid the underflow due
to shorter mantissa of Float16 (10 bits) than single-precision
training (23 bits). Loss scaling uses a hyper-parameter, α,
to scale the loss value before the backward propagation so
that the scaled gradients can then be properly represented in
Float16. However, there is no single value of α that will work
in arbitrary models, and it often needs to be tuned during
training. The results of these training steps are not available
while the α is being tuned. Besides, to further maintain the
accuracy of mixed precision training with single precision
training, a component called autocast [7] is also added to
restrict some DNN operations (e.g. exp and softmax) to be
processed only on single precision, which also leads to more
format conversion overhead. Our preliminary experiments in
Section III show that around 26.01% of the overall training
time accounts to these two additional components.

Fortunately, this overhead can be avoided by using another
half-precision format, BFloat16 [8], as its range is the same
as the single precision format, and the conversion from or to
Float32 is almost effortless. In this paper, we will leverage
the BFloat16 precision and introduce a throughput-oriented
and accuracy-aware approach to maximize the performance
of DNN training. This approach achieves high throughput by
using half precision on all DNN operations. Furthermore, to
avoid errors due to shorter mantissa of BFloat16 (7 bits),
we propose a customized accuracy-aware normalization and
denormalization module to change the distribution of all the
parameters to minimize the calculation error. We evaluate this
approach using CIFAR-100 dataset on ResNet50 on NVIDIA
A100 GPU. Results show that this approach gets the same
evaluation accuracy of full single-precision training and out-
performs the throughput of the state-of-the-art mixed precision
training by 1.21x.
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Fig. 1. (a) Speedup of training throughput for three training approaches in six DNN models. (b) Evaluation accuracy of three training approaches.

II. BACKGROUND

Reduced data formats: Reduced data formats has gathered
significant interest in the industry over the past few years, with
a range of new formats now supported in hardware for AI and
related software frameworks [9]. For example, Float16 and
BFloat16 are the most popular formats that are supported by
Google TPUs, NVIDIA Ampere GPUs, and AMD Instinct MI
GPUs. Compared to the IEEE-754 single-precision floating-
point format, Float32, the half-precision format, Float16, has
fewer mantissa bits and narrow numerical range (2e−14 to
65504), and BFloat16 has the same number of exponent bits
and covers the same numerical range ( 1e−38 to 3e38), but
at a lower numerical precision. Both reduced formats are
designed for neural networks and provide twice or more the
performance of single precision on existing devices.
Mixed precision training: Mixed precision training [6] is
the use of both single and reduced floating-point formats in
a model during training to make it run faster and use less
memory. The conventional mixed precision approach employs
Float16 for storing activations, weights, and gradients. The
computations during forward and backward propagation use
Float16 datatype while results are accumulated into Float32.
A master copy of the Float32 weights are preserved for
the update operation. And some functions for which Float16
may not be sufficient, such as, loss functions and softmax
with cross-entropy, mixed precision training ensures that these
operations use Float32.

By keeping certain parts of the model in the Float32 format
for numeric stability, the model will achieve the same accuracy
as Float32 training in terms of the evaluation metrics such as
accuracy. However, some additional operations such as loss
scaling and autocast to avoid accuracy loss, introduce non-
negligible overhead, and fail to take full advantage of the
performance potential of the reduced precision. Thus, this
work builds a new mixed precision training approach using
BFloat16 to improve the system utilization and accuracy of
half precision.

III. MOTIVATION

In this section, we will introduce some motivations and
current bottlenecks using BFloat16.
Overhead of mixed precision training with Float16: We use
six widely used neural network models to test the through-
put and accuracy of model training with different precision
supports. These models include ResNet50 [10], DPN92 [11],
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Fig. 2. Evaluation accuracy of BERT-large using three training approaches:
Float32 training, BFloat16 training, and BFloat16 training with a copy of
weights in Float32.

MaskRCNN [12], SSD300 [13], BERT-large [14], and Wave-
Glow [15], which cover domains such as image classification,
language recognition, and scientific applications. We measure
the throughput and accuracy of three training approaches, such
as Float32 training that uses only the Float32 precision, pure
Float16 training that uses only the Float16 precision, and
mixed-precision training that uses a mixture of both Float32
and Float16 precision with loss scaling and auto-cast functions.

Figure 1(a) shows the throughput of the three training
approaches. We use the throughput of Float32 training as
the baseline. The throughput of pure Float16 training and
mixed-precision training is higher than that of Float32 training.
The average speedup of using the pure Float16 training is
1.55x, and the average speedup of using the mixed-precision
training is 1.23x. In particular, the throughput of pure Float16
training is about 26.01% higher than that of mixed-precision
training. The main reason is that mixed precision training
involves lots of additional operations, such as loss scaling
and autocast functions, and some computations belong to
the blacklist [16] can only use Float32 format for sufficient
accuracy. Therefore, avoiding these additional operations and
performing all operations with Float16 precision can bring
greater performance improvements.

Theoretically, pure Float16 training reduces the compu-
tational amount, the memory consumption, and the corre-
sponding memory bandwidth in half, hence the throughput
of training can be doubled. However, it is also not optimal to
use only Float16 precision due to the lower training accuracy.
As shown in Figure 1(b), pure Float16 training has a non-
negligible accuracy loss on the five models (up to 12%), and
pure Float16 training does not even converge on the SSD300
model. The main reason is that the intermediate values in the
training process exceed the range of Float16 precision, and a
lot of parameter information is lost, leading to the accuracy
loss. Thus, it also shows that such additional operations and
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(a) Forward the i-th layer (b) Backward the i-th layer

Fig. 3. Overview of network training for forward and backward propagation.

format conversion are hard to eliminate. We have to find
another way to get more performance gains.
Training with BFloat16: Fortunately, another half precision
floating-point format, BFloat16 has the same representation
range as Float32 and has the same throughput as Float16.
In theory, additional operations and format conversion can be
completely avoided. The only concern is that BFloat16 only
supports an 8 bits mantissa rather than the 24 bits of the
Float32 format, and some decimal information may be lost
in BFloat16 format. To verify the robustness of the BFloat16
format, we use the BERT-large model as an example and
compare three training approaches, including Float32 training,
pure BFloat16 training, and BFloat16 training with a copy of
weights in Float32.

As shown in Figure 2, pure BFloat16 training has significant
accuracy loss compared to Float32 training. The accuracy loss
is as high as 29.3% during training (230K steps) and 24.7%
after 300K steps. When introducing a copy of weights in
Float32, BFloat16 training with a copy of weights can finally
achieve an accuracy of 86.2%, which is 6.2% lower than that
of Float32 training. We can clearly see that the accuracy of
BFloat16 training with a copy of weights in Float32 is better
than that of BFloat16 training to some extent. However, this
copy of weights in Float32 does not eliminate the information
loss due to fewer decimals. Therefore, we can reasonably infer
that the accuracy loss caused by the intermediate computation
part cannot be completely eliminated by simply optimizing the
parameter update part, thus the most important part that needs
to be optimized to avoid accuracy loss lies in the computation
part. Therefore, avoiding the accuracy loss of the BFloat16
training in forward and backward propagation is the main topic
in this paper.

IV. DESIGN

We will start with our approach to building mixed precision
training with BFloat16. First, we introduce the overview
approach of network training. Second, we describe our custom
normalization and de-normalization module.

A. Overview of Network Training

The main idea of our training approach is to use half
precision in the appropriate numerical interval. There are four
important operands involved: weight W and activation A in
forward propagation, error E and gradient G in backward
propagation. We extend the original definition of errors to each
layer. For each layer i, we define error E i as the gradient
of activation A i for the perspective of each convolution or
fully-connected layer, while gradient G i particularly refers
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Fig. 4. An example to show the normalization module that maps a distribution
belonging to [-2, 2] to a distribution of [-5, 5].

to the gradient accumulation of weight W i. Taking the ith

of a feed-forward network as an example, then E i = ∂L i
∂A i

and G i = ∂L i
∂W i , where L i is the loss function. We divide

the network training into two parts: forward and backward
propagation.

For the forward propagation in the ith layer as shown in
Figure 3(a), the weights are stored with Float32 precision,
and a customized normalization module is applied to map
the Float32 precision weights to their BFloat16 precision
reflections. Activations are also normalized with a customized
normalization layer to align the precision of weights. Then,
MACs (such as convolution and fully-connected layer) com-
pute the output of this layer on BFloat16 floating-point units.

For the backward propagation in the ith layer, as shown
in Figure 3(b), the gradients of normalized activations and
weights are calculated by the derivatives of MACs on BFloat16
floating-point units. And the gradients of normalized weights
will be reverted to the true gradient of weights by the de-
normalization module. Finally, the weights in Float32 preci-
sion are updated and errors are passed to the previous layer.

In general, BFloat16 precision is used in all computations of
model training, so the advantages of high-throughput of half-
precision can be fully utilized. In addition, the parts that occur
in Float32 can guarantee the accuracy is sufficient. Next, we
describe the components that are critical to model accuracy.

B. Value-aware Normalization and De-normalization

We first analyze the precision difference between the two
floating-point formats, Float32 and BFloat16. For Float32
precision, assuming the decimals of a number is between 2n

and 2n+1, then the smallest interval between decimal values
is 2n−23. For BFloat16 precision, assuming the decimals of
a number is between 2n and 2n+1, then the smallest interval
between decimal values is a fixed value of 2−10. Therefore,
the precision error between these two formats can be avoided
if a narrow range of Float32 is mapped to a wider range
of BFloat16. Figure 4 shows the schematic diagram of our
normalization technique. If all the weight W , activation A,
error E, and gradient G appear in an interval of [-2,2] (shown
in yellow in the figure), these values can be normalized to
a larger interval [-5,5] (shown in blue in the figure). Thus,
larger data intervals can be extended to represent decimals
and eliminate the disadvantage of lack of precision.

We adopt a linear normalization for simplicity. The linear
normalization function that converts a Float32 number x in
[Smin, Smax] to its Bfloat16 representation in [Hmin, Hmax]
can be formulated as:
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Fig. 5. Evaluation accuracy of four training approaches.

Norm.(x) = Clip

[
x − Smin

Smax − Smin

∗ (Hmax − Hmin)

]
(1)

Denorm.(y) = Clip

[
y ∗ Smax − Smin

Hmax − Hmin

+ Smin

]
(2)

where Clip is the saturation function that clips unbounded
values that appear outside the representation range and can be
discarded as an exception.

V. EVALUATION

A. Experimental Setup

Platform: We use a machine that is equipped with two AMD
EPYC 7742 processors running Linux 4.18 and an NVIDIA
A100 GPU that supports Float32, Float16, and BFloat16.
Dataset and Model: Experiments are conducted on the
CIFAR-100 dataset, and we compare the accuracy and
throughput of the proposed training approach on ResNet50.
Implementation and baselines: This work is implemented
based on PyTorch. We implement the customized normaliza-
tion and denormalization as a new module in PyTorch. For
comparison, we use the Float32 training and the state-of-art
mixed precision training with Float16 as the baselines.

B. Accuracy and Throughput

We evaluate the accuracy and throughput of this work using
CIFAR-100 dataset on ResNet50 model. The model is trained
for 50 epochs. The training process is shown in Figure 5 and
all the accuracy and throughput are listed in Table I. We can
clearly see that the accuracy of pure BFloat16 training is the
worst, while the other three approaches achieve very close
accuracy, and their convergence rates and the final evaluation
accuracy are relatively the same.

Furthermore, the throughput rates of Float32 training, mixed
precision training with Float16, our work, and pure Bfloat
training are 798, 1070, 1294, and 1385 IPS (images per
second), respectively. Our method achieves 1.62x and 1.21x
performance gains compared to Float32 training and mixed
precision training with Float16 approaches. Compared to pure
Bfloat training, our method also obtains 93.42% of the theo-
retical performance limit.

TABLE I
ACCURACY AND THROUGHPUT OF FOUR TRAINING APPROACHES.

Float32 training Mixed precision training
with Float16 Pure Bfloat training This work

Accuracy 93.27% 93.14% 83.7% 93.22%
Throughput 798 IPS 1070 IPS 1385 IPS 1294 IPS

VI. CONCLUSION AND FUTURE WORK

Bfloat16, as a typical half precision data format, has been
neglected in neural network training for a long time due to its
short decimals. This paper designs a new training approach and
a customized accuracy-aware normalization module to avoid
accuracy loss. Results show that our approach yields better
throughput than the state-of-the-art mixed precision training by
using Float16 format. In the future, we will apply our training
approach to more models and datasets.
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